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Scalability is frequently used as a magic incantation to indicate

that something is badly designed or broken. Often you hear

in a discussion “but that doesn’t scale” as the

magical word to end an argument.
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Abstract The deployment of the RFID technology can put the privacy of its users in

jeopardy. With the aim of averting the fears of the RFID potential users, a plethora

of security and privacy methods have been designed. However, due to the important

growth of this technology, scalability problems have arisen and the proper deploy-

ment of the technology has become a challenge.

In this chapter, we provide a brief overview of the most relevant methods for pro-

viding security and privacy to the users of the RFID technology. We pay a special

attention to the hash locks proposal and we recall a method based on the distribution

of RFID readers, with the aim to provide security and privacy in a scalable fashion.

In order to test our method, we have developed a simulator that is presented in

this chapter. By using this simulator we study the distribution of several kinds of

readers on a variety of scenarios, and we report some of the obtained results.

1 Introduction

Scalability is the property of a system, a network, or a process, which indicates

its ability to deal with growing amounts of work in a proper manner. Monolithic

systems (i.e. systems that rely on a single entity) generally suffer from scalability
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problems, and most of the times distributed systems (i.e. systems that consist of a

number of connected entities) have been used to solve the limitations of the former

ones. These limitations are related not only to scalability but also to a higher number

of issues:

• Fault-tolerance. A monolithic system relies on a single entity (e.g. a mainframe).

If this entity fails, the whole system collapses. On the contrary, the failure of an

entity in a distributed system can be handled by the other entities. Although the

service that the system provides (e.g. a web service) could be affected by the

failure of an entity (e.g. a server), the system does not crash immediately and

gives space for a reaction.

• Price. The Grosch’s law says that computer performance increases as the square

of the cost. If you want to do it twice as cheaply, you have to do it four times

faster.1 This law was originally applied to mainframes in 1965 but it has been

seen that it does not hold with the new microprocessors technology. In fact,

Grosch’s law contradicts Moore’s law, and it is quite clear that in terms of cost,

it is better to increase the number of units instead of using powerful ones.

• Incremental growing. Although monolithic systems can increase their capabili-

ties, they do not grow naturally. On the contrary, distributed systems have been

designed to simplify the addition of new entities into the system. The ability of a

distributed system of being easily enlarged is a clear advantage.

• Bottlenecks. Computer systems can be connected to a network in order to serve

queries from users. Monolithic systems have to manage all the queries that arrive

at a given time instant. When the number of queries grows, they are stored in

a queue prior to being served. The use of monolithic systems may lead to an

increase in the delays due to their lack of parallelism. On the contrary, distributed

systems are able to balance the load amongst the elements of the system and

delays are reduced.

Radio Frequency IDentification (RFID) technology is specially sensitive in terms

of scalability because the number of RFID elements is growing faster with each

passing day. RFID protocols must be secure and private, but at the same time, they

have to be scalable if they want to be a reality. As we will see in Sect. 2, there are lots

of proposals to manage the RFID systems securely and guaranteeing users privacy,

but there is a lack of scalability. RFID devices have an important presence in our

daily life, even when we do not see them, and they will become ubiquitous in the

near future. The spectacular market push of RFID technology is due to the interest

by large retailers (e.g. Wal-Mart2), important manufacturers (e.g. Gillette, Procter &

Gamble, etc.) and governments. As a result, almost every object is liable to carry an

RFID tag. RFID devices can be seen as a proper substitute of bar codes since they

1 “There is a fundamental rule, which I modestly call Grosch’s law, giving added economy only as

the square root of the increase in speed – that is, to do a calculation ten times as cheaply you must

do it 100 times as fast.”
2 Wal-Mart started to explore the RFID technology in 2003 and devoted at least three billion dollars

to implement it [7].
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are mainly used to identify objects. Unlike bar codes, RFID devices allow objects

to be identified without visual contact and help in improving and automating many

processes e.g. supermarket checkouts, product inventories, etc. This is possible due

to the ability of RFID tags for being read fast and in parallel. An RFID system

consists of two main components:

• RFID tags. They are small passive devices with a variety of possible appearances

from stickers to small grains embedded in official documents. A tag basically

consists of a microchip and a metal coil, which acts as an antenna. In some cases,

it can also contain a battery and some other microchips intended for increasing

its computational power.

• RFID readers. They are active devices used to read the information stored in the

tags. In a nutshell, readers emit a radio wave so that all tags in their range answer

by broadcasting their embedded information (i.e. a set of bits). This information,

generally known as Electronic Product Code (EPC), is usually the identifier of

the object into which the tags are stuck.

In order to see the relation between RFID systems and scalability and to illustrate

our view, let us consider the next example:

Example 1. We want to design an application to control the vehicles crossing the

borders of some western European countries. The idea is that each vehicle should

be monitored in order to determine in which country it is. To do so, we assume that

each vehicle has an RFID tag that identifies it. We also assume that a set of RFID

readers have been distributed along the border in order to detect the tags in the vehi-

cles. To tackle this problem, we can adopt a centralised (monolithic) or a distributed

architecture. Figure 1 shows a graphical representation of both approaches.

Fig. 1 Our border control example. Left: Adjacency graph for the distributed nodes of the example.

Right: Centralised version of the example
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In the centralised approach, all the border readers are connected to a central

database C that contains all the possible IDs, let us say n IDs. Thus, when a ve-

hicle crosses a border, a query to the centralised database is performed in order to

determine whether the vehicle has permission to access the country. It is clear that

this architecture does not scale because the delays will linearly grow as n grows and

the number of queries that C has to manage will linearly grow as n grows also.

On the contrary, the distributed approach considers an adjacency graph G =
(V,E) where the vertexes V = {P,S,A,F,U, I} represent the distributed databases

located in each country, and the edges E = {(P ↔ S),(S ↔ A),(S ↔ F),(A ↔
F),(F ↔ U),(U ↔ I)} represent the possible ways that a vehicle can take. Note

that the distributed databases do not store n IDs. Each database stores the IDs of the

vehicles which are in its influence area (i.e. it stores the IDs of the vehicles in its

country and its adjacent countries). It is not necessary to store the IDs of the vehi-

cles in I in the database in P, because it is impossible that a vehicle from I reaches

P without crossing S. By applying this distributed strategy, the number of IDs that

must be stored in each database is clearly lower that n and the system scales.

1.1 Contribution and Plan of the Chapter

In this chapter, we study one of the most important problems that the RFID tech-

nology has to face i.e. scalability. We consider the scalability problem of the RFID

technology from a security and privacy point of view. We want to obtain secure and

private RFID systems able to scale properly with the growing number of tags.

With the aim being to define a reference framework, in Sect. 2 we provide a brief

overview of the private and secure RFID protocols proposed in the literature. Next

in Sect. 3, we deeply analyse the hash locks approach and, we show how its scala-

bility problems can be overcome by means of the distribution of RFID readers and

a communication protocol amongst these readers. Section 4 presents our simulator.

We show the main capabilities of the simulator and we explain how to use it. In

Sect. 5 we report a number of experimental results that we have obtained using our

simulator. We study a variety of scenarios and we show that the protocol that we

propose scales properly. Finally, in Sect. 6 the chapter concludes by pointing out

some future challenges.

2 Brief Comments on RFID Security and Privacy

There is a variety of methods for providing RFID tags with privacy. The proposed

methods mainly depend on the computational power of the tags in which they will be

run. In general, we can divide the methods considering the computational constraints

of the tags:
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1. Elemental or basic tags, which are not capable of performing cryptographic op-

erations such as generating random values or computing hashes. This kind of tags

can be disabled by using killing or sleeping commands. A different approach is

the use of proxies [5,18], but they require the users to have some technical back-

ground. The blocking approach [15] is another method that relies on the concept

of blocker tag that simulates the full spectrum of possible tags. By doing this,

it becomes very difficult for a reader to know which tags are really being car-

ried by a given user. Sarma, Weis and Engels [19] proposed the re-labelling of

tags in order to avert their tracking. Innoue and Yasuura [10] and Good et al. [6]

proposed some variants of this approach. The use of pseudonyms has been also

proposed [11] and re-encryption has been also considered [13].

2. Symmetric-key tags, which are capable of dealing with symmetric-key cryptog-

raphy protocols. These tags can deal with more complex protocols like the OSK

by Ohkubo, Suzuki and Kinoshita (OSK) [16], and some of its variants [1, 8].

The YA-TRAP protocol by Tsudik [22] is another candidate for being used with

this kind of tags. Weis, Sarma, Rivest and Engels proposed the use of hash

locks and presented the deterministic hash lock approach in [24], later Juels pro-

posed an improvement called improved randomised hash locks in [12]. Henrici

and Müller in 2004 [9] also proposed a privacy protocol for this kind of tags

and Engberg, Harning and Jensen [4] provided an alternative based on zero-

knowledge protocols.

3. Public-key tags, which are capable of managing public-key cryptography proto-

cols. Some protocols have been proposed for this kind of tags based on Elliptic

Curve Cryptography (ECC) [2], the Elliptic Curves Discrete Logarithmic Prob-

lem (ECDLP) [17], or Physical Unclonable Functions (PUF) [3, 23].

Symmetric-key tags are very well suited for most real-world applications, specifi-

cally the hash locks approach is a very interesting method for providing privacy to

the RFID technology. We will briefly introduce the main idea of deterministic hash

locks in Sect. 2.1. Next, we will focus on the improved randomised hash locks in

Sect. 2.2.

2.1 Deterministic Hash Locks

Weis, Sarma, Rivest and Engels proposed in 2003 the use of hash locks in RFID

devices. A first approach, called deterministic hash locks, was presented in [24].

A tag is usually in a “locked” state until it is queried by a reader with a specific

temporary meta-identifier Id. This is the result of hashing a random value (nonce)

selected by the reader and stored into the tag. The reader stores the Id and the nonce

in order to be able to interact with the tag. The reader can unlock a tag by sending the

nonce value. When a tag receives it, the value is checked. Another way of running

this scheme is by using some meta-keys. Each tag is initialised with a (Id, meta-key)
pair, then, in order to unlock the tag, the meta-key is used. The problem of this
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TR

c0 = nonceR

r0 = (n,y)

n=nonceT

y = h(nonceR || nonceT || IDT )

Accept if

∃ IDTi
, h(c0 || n|| IDTi

) = y

Fig. 2 Diagram of Juels–Weis improved randomised hash locks

solution is the cost of storing these pairs. Note that the hash approach does not

suffer from this shortcoming. Another security problem that must be faced is how

to securely send the meta-identifiers from readers to tags and vice versa.

2.2 Improved Randomised Hash Locks

A recent approach based on hash locks can be found in [12], where the improved

randomised hash locks are presented. The basic operation of the improved ran-

domised hash locks is depicted in Fig. 2 and is next briefly described:

1. A reader R sends a challenge c0 to a tag T , where c0 = nonceR is generated

uniformly at random.

2. T generates its own nonce nonceT and hides its unique identifier IDT by sending

a response r0 = (nonceT,h(nonceR||nonceT||IDT)).
3. To determine IDT, R must perform an exhaustive search of the IDs in its database

to compute ri = (nonceT,h(nonceR||nonceT||IDTi
)) and compare the result with

r0. Once R finds an IDTi
that satisfies ri = r0, the tag is identified.

In [14] it is proved that improved randomised hash locks offer strong tag pri-

vacy in front of eavesdroppers. The main limitation of this technique is scalabil-

ity: indeed, the authors of [14] express their belief that, for RFID tags capable of

only symmetric-key cryptography, their definition of strong privacy may require the

reader to perform brute-force search to identify tags, which scales poorly. They also

point out the need of definitions and protocols for RFID privacy that are weaker, but

more practical and useful. We absolutely agree with their remarks and we concen-

trate on the definition of a protocol permitting the practical use of privacy schemes

like the improved randomised hash locks in a scalable manner.

3 Our Approach to Scalability

With the aim being to provide scalability to hash-locks-like protocols, we recall a

solution that can be divided in two main parts [20]:
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• A readers deployment. Readers must be deployed properly in order to cover the

tags movement area.

• A protocol suite. The protocol is used by the readers to exchange information on

the location of the tags. By exchanging this information, the readers do not need

to store huge amounts of tag IDs, but only the ones that are in their cover range

or close to it.

In Sect. 3.1, we explain how to distribute the readers in order to let them collab-

orate to control the tags flow. Next, in Sect. 3.2 we detail our protocol.

3.1 Readers Deployment

We now describe the spatial distribution of readers and the distribution of IDs

amongst them. Consider an area Ψ that can be covered by a number of readers.

Assume that tags enter and leave Ψ through designated points called system access

points (SAP) and system exit points (SEP), respectively.

Readers are placed according to a grid pattern depicted in Fig. 3. Let Ai be the

square cell covered by the ith reader Ri. For the sake of clarity, we consider that all

readers have the same cover range, so that all cells have the same size. However,

our protocol has been designed to deal with variable cover range readers as we will

show in Sects. 4 and 5. Further, we consider cells to be disjoint and to span the entire

area Ψ . Formally, ⋃
Ai = Ψ ,∀i. (1)

Ai ∩A j = /0,∀i, j|i 	= j. (2)

It is assumed that the readers are able to locate a tag by collaborating. Although

the technologies for locating a tag are beyond the scope of this work, we next discuss

some relevant issues about tag location.

1

2

3

D
d

L

L

Ri

Rj

Ψ

Fig. 3 Scheme of the coverage of a set of readers. The numbers are used to indicate different tag

location situations [20]



296 A. Solanas, J. Manjón

Let D be the radius of the smallest circle containing a square cell and d the radius

of the greatest circle inscribed in a square cell. Depending on the location of the tag,

readers can face three different situations (see numbers in Fig. 3):

1. The distance between the tag and the reader Ri is less than d: In this case, the tag

is located in the square area covered by Ri.

2. The distance between the tag and Ri is less than D and greater than d: In this case

Ri needs the help of an adjacent reader R j to determine the location of the tag.

Note that it is not necessary to exactly locate the tag: determining its current cell

is enough. Thus, it is possible to fulfil this task with only two readers.3

3. The distance between the tag and Ri is greater than D: In this case, the tag is off

range of Ri.

3.2 Information Sharing Protocol Suite

Our method is based on sharing information between readers. The shared informa-

tion is the tag ID and the ID of the reader which covers the cell in which a certain tag

is located. The readers use three kinds of messages to share information: tag arrival,

tag roaming and tag departure (cf. Table 1). This information is stored in the local

cache of each reader involved in the message exchange.

In order for information to be shared without unnecessary replication, each reader

removes from its cache the information related to tags which are no longer in the

reader’s cover range or in the cover range of an adjacent reader.

The suite consists of three protocols corresponding to the life cycle of a tag with

respect to the system (i.e. arrival, roaming and departure):

1. Arrival protocol. It starts when a new tag enters the system. Upon arrival of a tag,

a number of messages are sent in order to propagate the tag ID and the ID of the

reader that acted as a SAP.

2. Roaming protocol. It is used when a tag moves from the cover range of a reader

to the cover range of another reader. As a result, a number of ID propagation

messages are generated and a request of ID deletion is also sent to the readers

which are no longer accessible by the tag from its new location.

Table 1 Message types used by the information sharing protocol suite

Message Meaning

(T,⊕) Tag T enters into the system

(T,Ri) Tag T enters into the cover range of reader Ri

(T,⊖) Tag T leaves the system

3 If the exact location was needed, at least three readers ought to be used.
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3. Departure protocol. It is responsible for managing the departure of tags from the

system. It generates a number of ID deletion notifications to rid the readers of the

IDs of the departed tags.

3.2.1 Arrival Protocol

Let system access points (SAP)s be the entrances to the system. The number of

SAPs and their locations is variable and user-definable, i.e. they depend on the

nature and lay-out of the facility (airport, factory, store, etc.) served by the RFID

system.

Each SAP is supposed to know all the possible tags which can enter the system

through it. For example in a wholesale distribution centre, fresh fish enters through

gate 1 served by SAP1, cleaning products enter through gate 2 served by SAP2, etc.

Thus, SAP1 only needs to know the information about fresh fish and SAP2 only

needs to know the information about cleaning products. Thanks to this division,

the amount of information stored in the SAPs scales better and goods can enter the

system in an orderly fashion.

We assume that a SAP consists of a reader connected to a computer that can effi-

ciently access a database of tag IDs. Regarding the remaining readers (those which

are not SAPs), they can be very simple devices with little storage and computational

capabilities.

Note 1. This approach substantially differs from a centralised scheme in which all

readers are connected to a back-end computing system. In our approach, only SAPs

need a connection to the back-end and only the incoming tags are considered, which

increases scalability.

For the sake of simplicity we describe the protocol with a single SAP and a single

reader Rin. The generalisation to multiple SAPs is straightforward.

The arrival protocol is as follows:

Protocol 1 (Tag Arrival)

1. The protocol starts when a tag T is detected by a SAP (cf. Step 1 of Fig. 4). If T is

not found in the SAP database then the SAP raises an alarm to inform that there

is an unidentified tag trying to enter the system without permission.

SAP Rin Ri

(T,⊕)

(T,Rin)

T

1

2

3

adj

Fig. 4 Messages generated upon the arrival of an authenticated tag into the system
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2. If the tag is correctly identified, the SAP sends a message to Rin in order to inform

the reader that a new tag T is going to enter the reader’s cover range (cf. Step 2

of Fig. 4).

3. Rin adds the tag T to its cache; thus, when T reaches the cover range of Rin, the

reader is able to authenticate T . After authentication, Rin sends a message to all

its adjacent readers R
adj
in to inform them that T has entered Rin’s cover range and

can roam to any of them (cf. Step 3 of Fig. 4).

4. In response to that message, the adjacent readers R
adj
in add T to their caches and

record the name of the message originator (i.e. in this case Rin) who is the current

owner of the tag.

3.2.2 Roaming Protocol

The roaming protocol task is to share the tag ID information needed for updating

the caches of the readers. By properly updating their caches, the readers can au-

thenticate the tags in their cover ranges, and they can also leverage their resources

(memory allocation, computational power). To that end, the ID information of the

tags controlled by a given reader must be shared with adjacent readers, and non-

adjacent readers must remove the ID information from their caches. Such a removal

averts the uncontrolled growth of the readers’ caches and makes the system scalable

in terms of computational cost and memory space.

The roaming protocol is launched when any tag T moves from the cover range

of a reader to another (adjacent) reader. The protocol is as follows:

Protocol 2 (Roaming)

1. A tag T is detected by a reader Ri other than the owner of the tag (cf. Step 1

of Fig. 5), where we denote by owner of T the last reader that informed the rest

of readers that T was in its cover range. Due to the spatial distribution of the

readers, T must come from one of the adjacent readers to Ri, so Ri has in its

cache the ID information of T and is able to identify it.

2. After identification, Ri sends a message to its adjacent readers R
adj
i in order to

inform them that the new owner of T is Ri (cf. Step 2 of Fig. 5).

3. Upon message reception, the adjacent readers behave differently depending on

their current cache information:

Ri Ri
adj Rjown Rjown

adj

(T,Ri)

(T,Ri)

T

1

2

3

Fig. 5 Messages generated during the roaming protocol



RFID Readers Deployment for Scalable Identification of Private Tags 299

(a) If an adjacent reader R j ∈ R
adj
i has no information about T in its cache then

it simply appends T and its owner information.

(b) If an adjacent reader R j ∈ R
adj
i has information about T in its cache but was

not the previous owner of T , then it only needs to update the ID of the owner

of T (i.e. in this case Ri).

(c) The adjacent reader Rown which was the previous owner of T must communi-

cate to its adjacent readers R
adj
own that the new owner of T is Ri. To do so, Rown

propagates the message from Ri to their adjacent readers (cf. Step 3 of Fig. 5).

4. When the adjacent readers of Rown receive the message, they behave differently

depending on their adjacency relations:

(a) If a reader Rk ∈ R
adj
own is adjacent to Ri then it does nothing.

(b) If a reader Rk ∈ R
adj
own is not adjacent to Ri then it removes the information on

T from its cache.

5. At the end of the protocol, only readers adjacent to the current owner keep infor-

mation on T in their cache.

3.2.3 Departure Protocol

In almost any RFID application, tags which have entered a controlled system must

leave it. For example, in a supermarket, grocery, warehouse, etc., tags travel from

the shelves to the checkout.

In order to control the departure of the tags from the system, the SEPs are used.

A SEP is an area covered by a reader from which no tag can go back into the system

(e.g. a checkout in a supermarket).

The departure protocol works as follows:

Protocol 3 (Departure)

1. The protocol starts when a tag T is detected by a SEP (cf. Step 1 of Fig. 6).

2. The SEP informs its adjacent readers R
adj
SEP that T must be removed from their

caches because there is no chance for T to go back (cf. Step 2 of Fig. 6). The

adjacent readers of the SEP, including the previous owner Rown of T , erase the

information on T from their caches.

SEP RSEP

adj
Rjown Rjown

adj

(T, )

(T, )

T

1

2

3

Fig. 6 Messages generated during the departure protocol
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3. The previous owner Rown of T propagates the removal message to its adjacent

readers R
adj
own (cf. Step 3 of Fig. 6).

4. The readers R
adj
own remove any information on T from their caches, and no data

remain in the system about the departed tag.

4 Our Simulator

After the massive irruption of the RFID technology in the retail sector, many RFID

manufacturers have developed a number of simulators to analyse the efficiency and

reliability of their products. However, most of these simulators are basically centred

in the study of a specific RFID device. Although these simulators are useful to deter-

mine the capabilities of a given device, they are useless for analysing the scalability

of a whole RFID system. Moreover, it is difficult to find free open-source simulators

and, more complex suites such as iAnywhere [21] are expensive commercial appli-

cations. Thus, one of the greatest problems when measuring the efficiency of a new

protocol is the lack of tools.

With the aim being to overcome this limitation, we have implemented an RFID

simulator that is able to analyse the scalability of a given protocol. Our simulator has

been implemented in ANSI C and the graphical user interface (GUI) uses the GTK

2.0 libraries. Thus, the simulator is portable to different platforms such as Windows,

Linux and Mac.4

Figure 7 shows the main parts/modules of the simulator. In the next sections, we

provide the reader with a general idea on how the main modules of the simulator

Kernel

Results

Scenarios

GUI

Communication

Protocol

Fig. 7 Main modules of our RFID simulator

4 Currently the simulator has versions in Windows and Linux.
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work. Note that we will not go into details on how the modules have been imple-

mented but we only give a conceptual approach.

4.1 The Kernel of the Simulator

The kernel is a central module of the simulator, it controls the flow of tags entering

into and leaving from the system and interacts with the communication protocol

module to simulate the readers network.

The entrance of tags into the system is controlled by two main parameters: the

maximum number of tags and the frequency of arrival. The movement of the tags is

also controlled by this module (in this version of the simulator the movement of the

tags is random).

The kernel collects all the data and stores them in the results files. It also controls

the number of tags in the system and stops the simulation once all the tags have left

the scenario.

4.2 The Communication Protocol Module

This module defines the behaviour of the simulated readers and their interaction. It

is an event-oriented module in the sense that it reacts to the events that the kernel

raises. When a tag changes its location, the kernel raises a tag movement event and

the communication protocol module must catch the event and update the state of the

readers.

In this chapter we have considered the protocol described in Sect. 3. However,

the simulator is able to deal with virtually any protocol of this kind.

4.3 Scenarios Management

An interesting feature of our simulator is the possibility to design and manage dif-

ferent scenarios. In order to study the scalability of a protocol completely, it is nec-

essary to test it in different situations and observe its behaviour in bottlenecks, big

areas without obstacles, narrow corridors, etc. By using our simulator it is simple to

build new scenarios with a variety of features. (see Table 2)

Initially, a scenario is an empty space divided into a number of squares (e.g.

20×30 squares) that form a grid. A square is the smallest unit that we consider in

the simulation (i.e. each tag is located in a square at a given time). The number of

squares in each scenario can be defined by the user. Once the total number of squares

is defined, the user can place SAPs and SEPs, simulating the doors that would exist

in a real environment. Then, the readers are distributed amongst the squares and

their cover ranges are configured.
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All the scenarios can be saved and reused as times as needed, and they are easily

exportable to applications such as Excel or Matlab.

4.4 The Graphical User Interface

The graphical user interface (GUI) allows the users to interact with the simulator.

The GUI has three main objectives:

1. Help the user in building and managing scenarios. During the definition of sce-

narios, a crucial point is the placement of the readers and their configuration. The

simulator allows to modify the cover range of each reader in a simple way and

gives the possibility of studying the behaviour of a protocol on the same scenario

but with different configurations of the readers. In Fig. 8 we can observe that each

reader (marked with a black circle) is configured with a given cover range (e.g.

at the corridors located on the left of the scenario, readers have a cover range

of a single square, while in the room located on the right the cover range of the

readers is 25 squares).

Fig. 8 A view of an scenario with different readers

Table 2 Symbols used to create scenarios

Symbol Meaning

Reader covering a cell

Wall

System Access Point (SAP)

System Exit Point (SEP)
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2. Allow the user to monitor the evolution of a simulation. If desired, the user

can monitor the evolution of the simulation. The movement of the tags and the

reader’s cache size are shown at each simulation step.

3. Permit the user to define the desired outputs. As we show in the outputs module

section, there is a number of results that can be obtained from the simulation and

the user is able to select which one he/she wants to get.

4.5 The Outputs Module

During a simulation, information about the number of tags in each cell and the state

of the caches of the readers is collected. Files are created at different steps of the

simulation and they later allow an accurate study of the evolution of the caches of

the readers over time.

In this version of the simulator, we have mainly focused on the size of the caches

of the readers. However, it is easy to extend the simulator to let it gather a variety of

information related to the simulated protocol.

4.6 Some Additional Features

In addition to the described features, the simulator has other complementary ones to

make easy the study of the results of the simulation.

As shown in Fig. 9, it is possible to plot the path that a particular tag has fol-

lowed. This path is seen graphically while the simulation takes place, and it can be

checked after the simulation. Before the simulation starts, it can be checked whether

a scenario is correct. A scenario is considered to be correct when it has access and

exit points, it is surrounded by walls (i.e. it is finite), and it is totally covered by

readers. If a scenario is not correct the simulation will not start and the program will

Fig. 9 Example of the path of a tag
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warn the user about the error. Finally, the simulator allows to observe the connec-

tions amongst the readers. In our scalability protocol, these connections are essential

since the readers exchange information with all their neighbours.

5 Experimental Results

In this section, we report a number of experiments that we have carried out by

using our simulator. We have created five scenarios which have interesting features

such as corridors, bottlenecks, small and big rooms, etc. We have configured the

readers to have different cover ranges, thus, we can study the load that the most

powerful readers have to manage. Considering a random movement of the tags, we

have mainly concentrated on the analysis of the size of the caches of the readers.

In Sect. 5.1, we recall our border control example explained in the first section,

and we show how to simulate it by using our simulator. Next, in Sect. 5.2 we analyse

the proposed scenarios in detail.

5.1 Our Example

The simulation of our example is very easy and it will help us to clarify how a

simulation is done. First, the scenario is built by using the GUI and the readers, the

SAPs and the SEPs are placed in it. Figure 10 shows the scenario that represents our

border example depicted in Fig. 1. We have configured all the readers to have the

same cover range. By doing this, we guarantee that the load of each simulated local

database is similar (i.e. we assume that the number of vehicles does not depend on

the surface of the country5). We have placed two SAPs, one in P and the other in I,

and a SEP in A. These points are placed arbitrarily and they are intended for an

illustration purpose only.

Fig. 10 Example represented

in the simulator

5 This assumption is unrealistic, but it is good enough for our example.
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Fig. 11 Results of the simulation of the example

Once the scenario is built, we start a simulation with a few tags (e.g. 500 tags)

and we obtain some results on the size of the caches of the readers. Figure 11 shows

an example of the obtained results when simulating our example. From the study of

these results we can emphasise some conclusions:

1. Although A is connected to very loaded nodes (i.e. S and F), it has a lower load

because the SEP is located in its cover range.

2. P and I have a low load because they are only connected to another node.

3. S and F are the most loaded readers because they are connected to three other

readers, thus, they have to store in their caches the information of all these

readers.

5.2 Some Other Scenarios

In [20], we studied the scalability of the protocol described in Sect. 3 considering

that all the readers had the same cover range (i.e. one square). Although this study

was useful to show that the scalability of the RFIDs system is clearly improved,

it is necessary to consider more complex scenarios in which the cover range of

the readers is diverse. Moreover, it is also interesting to determine the influence of

the cover range on the scalability of the system. To do so, we have designed five

scenarios (cf. Fig. 12) and we have covered them with a variety of readers. The

scenarios that we have built can be summarised as follows:
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1 2

3 4

5

Fig. 12 Scenarios used in our simulation study

1. Empty scenario. This scenario has three SAPs and eight SEPs, there are no ob-

stacles or walls in it, thus, it is useful to show the influence of the readers’ cover

range on the scalability of the system.

2. Scenario with a wide corridor. This scenario has three SAPs and six SEPs. By

using this scenario, we analyse how the corridors and their associated bottlenecks

affect the scalability of the system. Moreover, we consider different options for

covering the area with heterogeneous readers.

3. Scenario with a narrow corridor. This scenario has three SAPs and seven SEPs.

It is a scenario similar to the previous one, but in this case the corridor is narrow.

Thus, the corridor can only be covered by one-square range readers.

4. Scenario with a narrow corridor and a small room in the middle. This scenario

has three SAPs and seven SEPs. In this case we can study the bottlenecks that

appear at the entrance and the exit of the small room in the middle of the corridor.

5. Complex scenario with corridors and small and big rooms. This scenario has

three SAPs and eight SEPs. It is the most realistic of all the analysed scenarios.

It has been designed to study how the protocol behaves in a real and complex

scenario.

5.2.1 Empty Scenario Analysis

This scenario has 600 squares which have been covered by readers having a cover

range between 1 and 25 squares. Figure 13 shows the size of the caches for different

cover ranges when the maximum number of tags into the system is 1,000. It can be
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Fig. 13 Evolution over time (from left to right) of the caches of the readers in the first scenario

covered by 1, 9 and 25 squares-range readers with a maximum of 1,000 tags in the system

seen that most of the tags are located close to the SAPs. This happens because the

tags move randomly and there are no obstacles in the scenario. Moreover, once a

tag reaches a SEP it leaves the system. Hence, the density of tags which are close to

a SEP is very low. The average cache size of the readers grows with the number of

covered squares. Specifically, when the cover range is 1 square, the average is 13.9,

when the cover range is 9 squares, the average is 116.8 and, when the cover range is

25 squares, the average is 261.7. In all cases the cache size is much lower than the

total number of tags (i.e. 1,000 tags). The same behaviour can be observed when the

number of tags grows to 10,000 and 50,000 (cf. Figs. 14 and 15).
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Fig. 14 Evolution over time (from left to right) of the caches of the readers in the first scenario

covered by 1, 9 and 25 squares-range readers with a maximum of 10,000 tags in the system

5.2.2 Analysis of Scenarios with Corridors

In this scenarios (i.e. 2–4) we are specially interested in analysing the bottlenecks

which appear at the entrance and at the exit points of the corridor, and how the cover

range of the readers affects their cache size. To do so we have introduced 10,000 tags

into the system and, as Fig. 16 shows, the behaviour of the caches follows a similar

pattern than in the previous scenario. Most of the tags are located at the entrance of

the system near to the SAPs. On the other hand, the density in the corridor is very

uniform and the only dangerous point is the entrance to the corridor. If we analyse

the average size of the caches we observe that in the second scenario with 1 square

cover range readers the average is 323, if we use 9 squares cover range readers the

average is 1,842.9 and 2,265 when 25 squares cover range readers are used. In the
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Fig. 15 Evolution over time (from left to right) of the caches of the readers in the first scenario

covered by 1, 9 and 25 squares-range readers with a maximum of 50,000 tags in the system

third and fourth scenario, where a mixture of readers has been used, the average size

of the caches is 2,282.7 and 1,064.2, respectively (Figs. 17 and 18).

The most relevant result that must be emphasised in these scenarios is that the

use of 25 squares cover range readers does not increase substantially the average

size of the caches, thus, it seems that the use of higher range readers in bottlenecks

should be a good choice.

5.2.3 Complex Scenario Analysis

This scenario has been designed to show that the mixture of different cover range

readers scales properly in a complex environment full of corridors, bottlenecks and

big and small rooms. Figure 19 shows the cache sizes of the readers used in this
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Fig. 16 Evolution over time (from left to right) of the caches of the readers in the second scenario

covered by 1, 9 and 25 squares-range readers with a maximum of 10,000 tags in the system

0

1000

2000

3000

4000

5000

6000

7000

0

1000

2000

3000

4000

5000

6000

0

500

1000

1500

2000

2500

3000

3500

4000

Fig. 17 Evolution over time (from left to right) of the caches of the readers in the third scenario

with a maximum of 10,000 tags in the system



RFID Readers Deployment for Scalable Identification of Private Tags 311

0

500

1000

1500

2000

2500

3000

3500

0

500

1000

1500

2000

2500

3000

3500

0

500

1000

1500

2000

2500

Fig. 18 Evolution over time (from left to right) of the caches of the readers in the fourth scenario
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Fig. 19 Evolution over time (from left to right) of the caches of the readers in the fifth scenario

with a maximum of 10,000 tags in the system. In the first row, most of the readers have cover

ranges of 9 or 25 squares while in the second row most of the readers have a 1 square cover range

scenario. We have analysed two different mixtures of readers. First, we have studied

the scenario covered by readers having a cover range of 9 and 25 squares (cf. first

row of Fig. 19). Second, we have modified the readers configuration and we have

mainly used 1 square cover range readers (cf. second row of Fig. 19). We have in-

troduced 10,000 tags into the system to study the relation between the cover range

of the readers, their cache size and the scalability.

We observe that in the first configuration the average cache size is 930.16 while

in the second it is 331.80. In both cases the system scales properly (i.e. in the worst

case the cache size is ten times smaller than the cache that a centralised system

would need). It is clear that the use of readers having a higher cover range makes

the average cache size to grow. However, we have shown that it is possible to use

a mixture of reader configurations while maintaining the scalability of the system.

Thus, it is possible to find the best configuration in terms of scalability (i.e. cache
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size) and cost (i.e. number of readers used). In our study, we have used 65 readers

in the first configuration and 137 in the second one. Depending on the scenario and

on the prices of the readers, it would be easy to find the most efficient configuration

in terms of scalability and cost.

6 Conclusions

In this chapter, we have tackled the problem of providing RFID systems with scal-

ability. We have shown that scalability is a major problem that must be addressed if

we want the RFID systems massive deployment to be a reality.

We have briefly analysed the most relevant techniques for providing RFID sys-

tems with security and privacy, and we have recalled a proposal for making some of

these techniques scalable. We have presented our RFID simulator in detail and we

have shown several experimental results that proof the usefulness of our simulator.

From the experimental results we can conclude that the proposed protocol is

scalable even when the cover range of the readers increases. Moreover, we have

seen that it is useful to place high cover range readers in the bottlenecks because

they do not increase the average cache size significantly.

7 Future Work

The work that we are planning for the future is mainly centred in the improvement

of the simulator. We want to design a new module for controlling the movement of

the tags (currently it is random). We plan to allow the user to define predetermined

paths which the tags will be forced to follow.

We also plan to modify the kernel in order to let it work with physical constraints

associated with the used readers. Moreover, we will modify the simulator to allow

the existence of overlaps amongst the readers.

Some improvements on the communication protocol are also envisaged. We be-

lieve that the number of messages exchanged by the readers could be reduced by

changing the adjacency graphs used.
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