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Abstract

Text anonymization methods strive to find a balance between privacy pro-
tection and utility preservation, where the latter refers to the fact that the
anonymized documents are still analytically useful for research or business
tasks. The performance of these methods is evaluated empirically, by com-
paring their outputs with human-based anonymizations through the standard
precision and recall metrics. Whereas recall is used as a proxy for the level
of privacy attained, precision is interpreted as the amount of utility pre-
served. Nonetheless, these metrics were not designed for evaluating privacy-
oriented tasks and present several drawbacks. First, they assume a unique
ground truth whereas, in text anonymization, several masking choices can
be equally valid to prevent re-identification. Second, the human annotations
used as ground truth are inherently subjective and prone to errors. Third,
both metrics weight terms uniformly, thereby ignoring the varied impact that
the terms’ semantics have on utility and re-identification risk. To overcome
these limitations, in this paper we present the first unsupervised utility met-
ric for anonymized texts. Our metric relies on neural language models to
quantify the utility loss incurred by anonymization. Empirical experiments
on document clustering show that our metric captures the actual utility of
the anonymized outcomes more accurately than precision, while being more
sensitive to varying anonymization intensities. Together with a previously
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proposed privacy metric, our proposal defines a complete evaluation frame-
work for text anonymization that does not require costly human annotations.
Using this framework, we also report a comprehensive evaluation of a variety
of text anonymization methods.

Keywords: Text anonymization, Utility evaluation, Neural language
models, Information content

1. Introduction

Text constitutes the standard encoding for most unstructured or semi-
structured knowledge sources, which makes it essential for many research
tasks [1, 2, 3, 4, 5]. Nevertheless, text often contains (sensitive) personal in-
formation that, in accordance with privacy regulations such as the European
General Data Protection Regulation (GDPR), should be protected prior to
releasing it or making it available for secondary use. Privacy protection can
be achieved via anonymization, a process by which data should no longer be
attributed to specific subjects. The latter renders the data no longer personal
and, therefore, outside the scope of the GDPR.

Data anonymization has been widely employed to protect structured (tab-
ular) datasets [6, 7]. However, unstructured data such as plain text present
significant challenges [8, 9, 10, 11]. The main difficulty is that the potentially
re-identifying attributes that may appear in a document are unbounded and,
often, not obviously associated with the corresponding subject. As a conse-
quence, automatic text anonymization methods are significantly less mature
than those meant for structured datasets [8]. Most of these methods rely on
natural language processing (NLP) techniques to detect and mask terms that
could lead to re-identification [12, 13, 14, 15, 16, 17, 18, 19, 20, 21, 22, 23,
24, 25, 26, 27, 28, 29, 30], such as personal identifiers, addresses or names.

Due to the heuristic nature of text anonymization methods, their perfor-
mance should be empirically evaluated ex post. The quality of the anonymiza-
tion is measured as the balance between the level of privacy attained and the
degree of utility preserved [6]. On the one hand, privacy is inversely propor-
tional to disclosure risk. On the other hand, data utility can be understood
as the amount of meaningful information preserved in the anonymized out-
comes, and it is the inverse of the information loss incurred by anonymization.
For example in case of a retail surveillance camera, privacy protection means
that the identity of monitored people cannot be disclosed, and utility refers
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to the ability of algorithms to still being capable to recognize the behavior of
monitored people to, e.g., detecting shoplifting. Whereas privacy protection
is a legal requirement that should be fulfilled and its enforcement necessarily
entails a loss of information, keeping data analytically useful for secondary
use is the main goal behind data releases. Therefore, anonymization methods
strive to find a balance between privacy and utility.

In the statistical disclosure control field (SDC) [6], the evaluation of
anonymization methods is performed by empirically measuring the residual
disclosure risk and the statistical utility of the anonymized data. The privacy
assessment is conducted by exposing the anonymized data to re-identification
attacks, such as record linkage [31], while preserved utility is quantified by
comparing the original data with their anonymized counterparts [7]. Util-
ity metrics include measuring the difference (or error) between the original
and anonymized versions of individual records or between relevant statistical
features of the dataset, such as attribute means, variances, or covariances.

In contrast, in the literature on text anonymization, privacy and utility
evaluation rely on manual annotations that are used as the anonymization
ground truth [12, 13, 15, 17, 19, 20, 21, 22, 24, 26, 32]. In particular, the
information retrieval (IR) metrics precision and recall are employed to mea-
sure the performance of text anonymization. Precision corresponds to the
proportion of terms masked by the system that were also masked in the
ground truth, and it is interpreted as a measure of utility preservation: the
less unnecessarily masked terms, the more information/utility is preserved.
Conversely, recall assesses the proportion of re-identifying terms (again, de-
fined by the ground truth) that have been detected, and it is understood
as the inverse to re-identification risk or, in order words, as a measure of
privacy protection. Nevertheless, these metrics have severe limitations as
evaluation means for text anonymization. First, the fact that these metrics
are meant for IR tasks in which a single best solution is assumed, contrasts
with the fact that, in data anonymization, multiple masking choices –each
one involving a different combination of terms– could be equally valid in
preventing re-identification [8]. Secondly, the manual annotations that are
used as ground truth are prone to errors, omissions, and inconsistencies [33].
Finally, while precision and recall uniformly account for the contribution of
terms, not all missed/unnecessarily masked terms contribute equally to the
disclosure risk/utility loss [34].
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1.1. Contributions and plan

To overcome the limitations of precision-based utility evaluation, in this
paper we present the first unsupervised utility metric for text anonymiza-
tion. Our utility assessment is based on an information theoretic measure we
also propose here, which estimates the semantics encompassed by (original
or masked) texts. On this basis, our utility metric quantifies the difference
between the semantics encompassed by the original documents and their
anonymized versions, similarly to how utility is accurately assessed on struc-
tured data in the SDC literature.

We demonstrate the effectiveness of our proposal by assessing the level
of utility preserved by several text anonymization methods on a common
dataset, and by comparing it with the practical utility of their anonymized
outcomes when applied to an fundamental analytical task: document cluster-
ing. The results show that our metric has a significantly stronger correlation
with the practical utility of anonymized texts than the standard precision
metric. This makes it a more accurate utility metric, with the additional
benefit of not requiring manual annotations.

This work complements the privacy metric we presented in [35], thereby
offering a complete framework for evaluating text anonymization. By leverag-
ing this framework, we also report a comprehensive evaluation of a variety of
text anonymization methods. Compared to precision and recall, our metrics
provide a more accurate assessment of the attained privacy/utility balance,
and highlight the intrinsic limitations not only of NLP-based methods, but
also of manual anonymizations.

The remainder of the paper is organized as follows. Section 2 provides
background on (text) anonymization methods, discusses related works on
privacy and utility evaluation, and introduces the neural language models on
which our approach relies. In Section 3, we propose and formalize our metric.
Section 4 reports and discusses the empirical results obtained by applying
our metric on a variety of anonymization methods, and compares it with the
standard precision metric. Section 5 offers a comprehensive evaluation of
all the anonymization methods considered, reporting their empirical privacy,
and comparing their privacy/utility balance. Finally, Section 6 gathers the
conclusions and depicts several lines of future work.
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2. Background

2.1. Anonymization

Anonymization consists of the complete and irreversible removal of all
information that could directly or indirectly be used to re-identify the indi-
viduals referred in a dataset [36].

The attributes that can potentially lead to re-identification can be cate-
gorized into identifiers, which are unique values of an individual such as her
complete name or passport number, and quasi-identifiers, which are publicly
known information (typically demographic and geospatial), such as gender,
zip code, or birth date. While identifiers allow re-identification in isolation,
quasi-identifiers should be combined with other quasi-identifiers present in
the same dataset in order to define a unique (i.e., potentially re-identifying)
sequences of values. The identified public knowledge or data sources contain-
ing (quasi-)identifiers of an individual are known as background knowledge.
Whereas identifiers are limited, any identified publicly available informa-
tion on an individual can act as a quasi-identifier, thereby making quasi-
identifying attributes virtually unlimited.

Proper anonymization therefore requires the complete removal of all iden-
tifiers and the masking or selective removal of quasi-identifiers. Simply re-
moving identifiers and pre-defined sets of quasi-identifiers does not qualify
as anonymization –because it does not effectively prevent re-identification–,
and is therefore considered de-identification [8, 37].

Because structured data are organized in records with predefined at-
tributes, this simplifies the task of categorizing (and masking) identifying
and quasi-identifying values. In contrast, spotting (quasi-)identifiers in un-
structured text is challenging because i) (quasi-)identifying terms appearing
in a document are unbounded, and ii) quite often, they are not obviously
associated to the individuals they refer to. To tackle this challenge, text
anonymization methods rely on (suboptimal) heuristics to detect and mask
(quasi-)identifiers and therefore can hardly offer formal privacy guarantees
[8].

2.2. Privacy evaluation

Due to the lack of formal privacy guarantees, the level of privacy pro-
tection attained by text anonymization methods should be evaluated ex
post, that is, through empirical evaluations of the residual disclosure risk
of the protected outcomes. Because most text anonymization methods rely
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on named-entity recognition (NER) models and are evaluated by means of
IR-based metrics, the latter have been adopted as the de facto standard to
assess anonymized outputs. In particular, privacy evaluation is performed
as is done for completeness in NER tasks, that is, by quantifying the recall
[12, 13, 15, 17, 19, 20, 21, 22, 24, 26, 32]. Recall is defined as the proportion
of elements of interest that were masked by the system to be evaluated with
respect to a ground truth:

Recall =
#TruePositives

#TruePositives+#FalseNegatives
(1)

where #TruePositives is the number of elements detected by the system
and #FalseNegatives is the number of missed ones. In text anonymization,
these elements correspond to (quasi-)identifying words or text spans that
should be masked according to human experts’ opinions, which are considered
the ground truth.

Nevertheless, recall-based privacy evaluation presents several drawbacks
[34, 38]. On one hand, it assumes that all identified/missed elements con-
tribute equally to mitigate/increase re-identification risk, which is rarely the
case [34]. Indeed, failing to mask an identifier (such as the family name of an
individual) is much more disclosive than just missing the job or whereabouts.
On the other hand, recall is not privacy metric per se and just quantifies the
agreement between the system’s output and the (often subjective and error-
prone) human annotations.

A privacy-oriented alternative to recall-based evaluation was presented in
[35]. This approach, named Text Re-Identification Risk (TRIR), relies on a
re-identification attack designed for anonymized text, which follows a similar
principle as the record linkage attack used to evaluate privacy risks in struc-
tured data [31]. Specifically, a classifier model tailored for re-identification is
trained on the background knowledge available on the individuals referred in
the documents to be protected. Then, the re-identification accuracy of the
attack on the anonymized texts is used to quantify their residual disclosure
risk, as follows:

TRIR =
#ReIdentifications

|AI |
(2)

where #ReIdentifications is the number correct re-identification achieved
by the attack and AI is the set of individuals/documents in the protected
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dataset. This method avoids the shortcomings of recall-based evaluation and
does not resort to human annotations [35].

2.3. Utility evaluation

Being the complementary of recall, the precision metric is used in the
literature to quantify the utility preserved in the anonymized outcomes [12,
13, 15, 17, 19, 20, 21, 22, 24, 26, 32]. Precision calculates the ratio of correctly
masked terms by the anonymization method:

Precision =
#TruePositives

#TruePositives+#FalsePositives
(3)

where #TruePositives is the number of text spans that were correctly
masked by the anonymization method with respect to the ground truth, and
#FalsePositives is the number of unnecessarily masked ones.

Most of the criticisms raised against recall-based privacy assessment also
apply to precision-based utility evaluation. First, precision does not provide a
comprehensive figure of the utility retained in the anonymized document, be-
cause the semantics of correctly masked terms, even though being masked in
the anonymized outcome, are not considered in the utility assessment. More-
over, precision does not explicitly measure text’s analytical utility, but just
counts the number of (unnecessarily) masked terms. This assumes that every
unnecessarily masked term contributes equally to utility loss when, in fact,
the utility and readability of an anonymized document can be more or less
impaired depending on the semantics conveyed by each masked term and the
context in which it appeared. Finally, IR-based metrics assume the existence
of a single ground truth. Although this assumption may be reasonable for
NER or other NLP-oriented tasks, it does not hold for text anonymization,
where several masking choices (each encompassing a different combination
of quasi-identifying terms) could be equally valid to prevent re-identification
[8]. An extension of the standard precision metric, which weights the contri-
bution of terms’ semantics, was proposed in [34]. Nevertheless, it still suffers
from the issues derived from the use of manual annotations as ground truth.

In contrast, in the SDC area [6], the assessment of data utility accounts
for the actual analytical utility that one can expect from the anonymized
output, and it is properly approached by measuring the distributional and
statistical differences between the original and anonymized datasets. These
differences can be computed at the record level or by using abstract char-
acterizations of the datasets. In the first case, the original attribute values
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of each record are individually contrasted with their anonymized versions,
thereby measuring the information loss incurred by each modification made
by the anonymization method (e.g., generalization, suppression, noise ad-
dition, etc.). On the other hand, considering abstract characterizations in-
cludes measuring how data distributions and their properties (e.g., attribute
means or variances, covariances, etc.) have been modified as a result of
the anonymization process. To measure the divergence between the original
and anonymized attribute values, a variety of dissimilarity metrics can be
employed according to the attributes’ data types. Numeric values can be
compared with the well-known mean square error, the mean absolute error,
or mean variation metrics, whereas categorical values require more complex
methods such as contingency tables, Shannon’s entropy [39, 40] or ontology-
based metrics [41, 42, 43].

2.4. Neural language modeling

Our method extensively leverages neural language models, which have
recently revolutionized the NLP field. In the following we provide back-
ground on these models that is needed to understand the choices made in
our proposal.

A language model aims to learn the intrinsic structure of languages, mod-
eling the meaning of words and the structure of sentences and documents.
To this end, language models are pre-trained in an unsupervised fashion on a
large corpus of documents (from e.g., Wikipedia, book collections and other
online sources), so that they capture a broad range of text types and linguis-
tic constructions. The resulting language models are assumed to encapsulate
general knowledge, being suitable for transfer learning.

Although building these large pre-training models is costly, they are usu-
ally freely available for research, industrial, or personal use [44]. Language
models are typically based on the transformer architecture [45, 46, 47, 48].
Compared to previous neural architectures based on recurrent layers [49, 50,
51], transformer models can handle long-range dependencies between tokens
while simultaneously allowing tokens to be processed in parallel (which is
crucial when handling longer texts). This is achieved in practice through
a self-attention mechanism by which the vector representation of each to-
ken is expressed as a weighted sum of a linear transformation of the vectors
from the preceding layer. The weights of this sum correspond to attention
scores expressing the relevance of each token in the surrounding context for
the representation of the currently processed token. This makes it possible

8



to efficiently derive contextualized vector representations (contextual word
embeddings) for each token of a given sequence. Those contextual word em-
beddings are computed through multiple neural layers, each one being rep-
resented by its own set of parameters. The model parameters are optimized
in an self-supervised fashion (what is called pre-training) from tasks such
as masking a randomly selected word and subsequently predicting its value
(masked language modelling), predicting the next word in a sequence (causal
language modelling) or determining whether two sentences follow each other
in a document (next sentence prediction).

One of the most well-established transformer-based language models is
BERT (Bidirectional Encoder Representations from Transformers) [45]. Af-
ter fine-tuning, BERT has been shown to reach or surpass human-level per-
formance in multiple language-related tasks. Many variations of BERT have
been proposed that improve its performance [52] or reduce the size of the
model and, therefore, its computational requirements [53]. All these lan-
guage models are freely available at Hugging Face’s transformers library [44]
with pre-trained weights and an easy-to-use implementation.

3. An information content-based utility metric for anonymized texts

In this section, we present our utility metric, named Text Preserved In-
formation (TPI). It aims to provide a practical evaluation means to assess
the ability of anonymization methods to preserve text’s utility/semantics,
and do so without resorting to manual annotations.

Given that semantics play the most critical role in determining text utility
[54], our metric assesses utility as the difference between the semantics en-
compassed by the original document and its anonymized version. In the field
of computational linguistics, the semantics encompassed by textual terms are
often measured according to the information content (IC) they convey [55].
The IC of a term is defined as the inverse of its probability of occurrence.
Therefore, terms with the lowest probability (consequently, the highest IC)
are the least predictable and thus provide the most significant information/se-
mantics/utility in the context in which they appear. In the NLP literature,
several methods have been proposed to calculate the IC of textual terms
[55, 32, 56]. In this paper, we propose a novel and efficient method, named
Text Information Content (TIC), which leverages neural language models to
estimate the term’s probabilities required for IC calculation and that is free
from the limitations and dependencies of existing IC calculation methods.
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3.1. Formalization

Let O be the original and unmodified document to be protected. This
document contains an ordered list of N terms, O = [t1, . . . , tN ] (including
term repetitions). Let P be the protected version of O. P also consists of
an ordered list of M terms, P = [t1, . . . , tM ]. Note that the number of terms
in P might differ from that in O due to term suppressions performed by the
anonymization method.

As introduced above, to measure the semantics/utility of a term t, we
leverage its information content (IC) [55]:

IC(t) = −log(prob(t)) (4)

Details on the calculation of terms’ probability (prob(t)) will be provided in
Section 3.2.

To measure the utility of a documentD, either original (O) or anonymized
(P ), we define its Text Information Content (TIC) as the sum of the IC of
all the terms it contains:

TIC(D) =
∑
t∈D

IC(t) (5)

Then, to measure the proportion of utility from O that has been pre-
served in P after the anonymization process, we propose the Text Preserved
Information (TPI) metric, which is computed as the ratio of their respective
TICs:

TPI(P,O) =
TIC(P )

TIC(O)
(6)

TPI provides an intuitive metric of the amount of O’s utility preserved in
P , which ranges from 0 (i.e., P has no utility at all) to 1 (i.e., the utility of O
is perfectly preserved in P ). Consistently with the masking operations per-
formed by anonymization methods, TPI will never be greater than 1 because
P ’s utility is necessarily a subset ofO’s. We propose the division operation for
TPI rather than subtraction (which is also commonly employed to measure
information loss), because the latter would produce non-normalized absolute
values that would make comparability difficult. In fact, TPI’s [0..1] range al-
lows a direct comparison with the standard precision metric (Eq. 3) and the
calculation of F-scores when combined with any normalized privacy metric.
The latter will enable to assess the global performance of an anonymization
method and the balance between privacy and utility.
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Notice, however, that the meaning of TPI values are different to those
of precision: whereas precision = 1 means that the anonymized output per-
fectly matches the manual ground truth, TPI = 1 means that O has not been
modified at all. Consequently, precision just gives an idea of the agreement
between an automated anonymization and a particular manual anonymiza-
tion (among the many other valid anonymizations that can be conceived).
In contrast, TPI provides an assessment of the actual utility preserved in the
anonymized outcomes, which is consistent with the (statistical) utility met-
rics employed in the SDC area for structured databases [6]. Our metric can
be seen as an adaptation of this methodology where documents correspond
to records, TIC serves as an abstract characterization of the utility the data
convey, and TPI computes the dissimilarity between the TIC of the original
and anonymized documents, giving practitioners a clearer idea of the actual
utility they can expect. The practical differences between TPI and precision
will be empirically evaluated in Section 4.1.

3.2. Probability calculus

Gathering accurate term probabilities is crucial for TIC calculation and,
subsequently, for the TPI (Eq. 6) metric. In the following, we discuss a
variety of approaches that can be employed to calculate these probabilities,
highlight their limitations, and propose our own calculation method based
on neural language modeling.

Traditionally, the probability of a term has been empirically measured
as its relative frequency in a corpus [55]. This approach requires a well-
designed strategy for consistently counting the occurrences of terms at a
conceptual level, which implies disambiguating polysemous words and ag-
gregating occurrences of synonyms. Moreover, the corpus should be large
and representative enough so that the distribution of terms captures the way
they are used in society. This is challenging given the number of rare words
(e.g., names, addresses) that should be properly represented and that, due to
their rareness, are the usual target of anonymization. In order to address this
data sparseness issue, some authors have used the Web as corpus [57, 32]. To
gather probabilities efficiently, terms are queried into a web search engine,
and the number of results returned relative to the number of webs indexed
by the search engine are interpreted as probabilities. The most significant
drawbacks of this approach are scalability and cost, because the number of
queries to be performed to a search engine and the time required to obtain
the results could be very large for long documents.
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To avoid the cost of corpus-based approaches, other authors rely on the
so-called intrinsic IC calculation models. These models derive term proba-
bilities from their specificity, which is estimated from their number of hy-
ponyms and/or hypernyms in a structured knowledge base (e.g., ontology)
[58, 56]. Intrinsic IC models assume that the less hyponyms and the more
hypernyms a term has, the more specific (and less probable) the term is.
The shortcoming of this approach is its dependence on the availability of a
large enough knowledge base that covers (ideally all) the terms present in
the documents to assess. This is hardly achievable in practice because static
knowledge bases usually model concepts (i.e., abstractions) rather than in-
stances (i.e., real-world entities), the latter being, due to their specificity, the
most privacy-sensitive terms.

Moreover, both corpus-based and intrinsic IC models ignore the fact that
the informativeness of terms depends on their context. In particular, words
acquire meaning through their combination with other words. This is known
as compositionality, and states that the meaning of a complex expression is
determined by the meanings of its constituent terms and the rules used to
combine them. Therefore, understanding the semantics of a term appearing
in a context (and estimating its probability of appearance within that con-
text) requires analyzing the relationships of the term with its context. For
example, the probability of the noun “penguin” is higher in the sentence “I
saw a penguin in Antarctica” than in the sentence “There is a penguin in my
room”. In contrast, the aforementioned ontology-based and corpus-based IC
calculations assess terms in isolation.

With the goal of computing IC efficiently and more accurately than ex-
isting approaches, we leverage advances in neural language models to obtain
contextualized term probabilities. As mentioned in Section 2.4, language
models pre-trained on huge corpora contain general linguistic knowledge,
which include the distribution of terms within sentences. Models pre-trained
on the masked language modeling (MLM) task learn to predict masked terms
based on their context.

Based on this principle, we propose replacing each target term with a
“[MASK]” token, feeding the masked sentence into the MLM model, and
using the model’s predicted probabilities for these masked terms as their oc-
currence likelihoods. For example, to determine the probability of the word
“juice” in the sentence “I drink apple juice” the model is provided with the
input “I drink apple [MASK]”. The model then generates a probability dis-
tribution across its entire vocabulary for that masked slot, and the specific
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value assigned to the “juice” token is selected as the final likelihood. Suppose
the model assigns a high probability value of 85% to the token “juice”. This
would indicate that the token is predictable from the context and, therefore,
that it has a low information content (i.e., Eq. 4). Conversely, consider the
sentence “I eat an apple sandwich” where the model assigns a low proba-
bility value of 1% to the token “sandwich”, suggesting that “sandwich” is
unexpected and carries high information content in this context.

In brief, this method can provide context-aware probability estimations
based on the general knowledge extracted from pre-trained models. More-
over, the approach is more practical and feasible than the aforementioned
methods, because it does not require manually-engineered resources such as
ontologies or costly web queries. In this respect, we can employ the wide va-
riety of language models pre-trained on the MLM task, such as BERT [45],
which are freely available at [44].

However, using this methodology to obtain the IC of all the terms in a
document (as it is required for TIC) presents some challenges and requires
an adequate definition of what a term is and a context masking strategy. In
the following, we describe the challenges to be tackled and our solution in
detail.

First, we need to consider that the straightforward approach of directly
using the language model’s tokens as terms would lead to incorrect results.
This is because tokens do not usually correspond to the units of text that
convey a complete meaning, such as words or chunks, but to smaller sub-
parts. For instance, if the WordPiece tokenization [59] in which BERT relies
on is employed, terms such as “New York” or “looking” would be split into
two tokens: “New”+“York” and “look”+“#ing”, respectively. Therefore,
when predicting a token-defined term, parts of the word or chunk may be
available in the context, leading to overestimated probabilities. For example,
for the chunk “New York”, it would be easy for the model to predict the
token “New” having “York” in the context, and vice versa. This results in
the probability of the text span “New York” being higher than it should. On
this basis, we propose to perform a chunk preprocessing, where we use words
as terms except for those belonging to a chunk, which will be interpreted
as a single term. For instance, in the sentence “I was in New York”, the
corresponding terms will be: “I”, “was”, “in” and “New York”. From the
point of view of the language model, this approach may result in terms that
will be tokenized into more than one token. For these multi-token terms, we
take the minimum probability of the term’s tokens as the term probability.
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The intuition is that the probability of the term (chunk) as a whole can-
not be higher than the probability of the least probable component token.
An alternative to taking the minimum probability would be to multiply the
token probabilities. However, this significantly overestimates the informa-
tiveness of longer chunks, because it assumes that their component tokens
are independent (whereas words rarely are [60]).

Secondly, replacing all the terms to be assessed by the “[MASK]” tag at
once is not suitable because the model will have no context to perform the
prediction of each term. Instead, we propose masking context terms itera-
tively, that is, we mask a subset of the terms at each iteration (leaving the
rest untouched as context), get the probabilities of those terms, and repeat
the process on other non-previously masked terms until all of them have been
assessed. We propose two strategies to this end: Sentence-Term Alternat-
ing (S-TA) and N-Term Alternating (N-TA). In S-TA, only one term per
sentence is masked at each iteration, keeping the remainder of the sentence
as context. In this way, the model receives as input one sentence with only
a single term masked at a time. In Algorithm 1, a detailed description of
the procedure is depicted. On the other hand, in N-TA, one term out of
each N is masked, keeping the remainder (including surrounding terms and
terms from other sentences) as context. Algorithm 2 provides a step-by-step
description of this strategy. In this case, the model receives the maximum
number of tokens possible (e.g., 512 for BERT), with approximately 1/N of
those terms uniformly masked. Due to the common input length limitation
of language models, the document is split according to the maximum num-
ber of supported tokens. Notice that this splitting is not usually required for
S-TA, because sentences rarely reach the maximum length.

Intuitively, S-TA is expected to provide more reliable probabilities than
N-TA with a small N , because it keeps more immediate context around the
masked terms, that is, the sentence in which they appear. In the best case,
N-TA can be equivalent to S-TA if N corresponds to the number of terms
in the sentence. However, nta has its advantages because it can estimate
the probabilities of all terms with fewer iterations, and this results in fewer
model predictions, which are the costlier operation of the process. More
specifically, whereas S-TA predictions scale with the number of terms per
sentence and the number of sentences, the number of predictions required
for N-TA depends on N and the number of document splits needed. For
instance, in the best case for S-TA, where there is a single sentence as long
as a split (i.e., 512 tokens for BERT), S-TA will require as many predictions
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Algorithm 1 Sentence-Term Alternating (S-TA)

Require: terms
1: termsProbs← V ector[terms.Length]
2: for (sentence, startIndex) in sentenize(terms) do
3: for i in [1, . . . , sentence.Length] do
4: maskedSentence← copy(sentence)
5: maskedSentence[i]← “[MASK]”
6: probs←MLM(maskedSentence)
7: termsProbs[startIndex+ i]← probs[i].forTerm(sentence[i])
8: end for
9: end for

10: return termsProbs

Algorithm 2 N-Term Alternating (N-TA)

Require: terms, N
1: termsProbs← V ector[terms.Length]
2: for i in [1, . . . , N ] do
3: maskedTerms← copy(terms)
4: maskedIndices← ∅
5: for j in [i, . . . , terms.Length] do
6: if (j − i) mod N = 0 then
7: maskedTerms[j]← “[MASK]”
8: maskedIndices.insert(j)
9: end if

10: end for
11: probs←MLM(maskedTerms)
12: for k in maskedIndices do
13: termsProbs[k]← probs[k].forTerm(terms[k])
14: end for
15: end for
16: return termsProbs
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as sentence terms, while N-TA will need N predictions. Subsequently, N-TA
with an N lower than the average number of sentences’ terms will be faster
than S-TA.

The behavior of both strategies is depicted in Figure 1 in a sample text.

Figure 1: Comparison between the two proposed context masking strategies, N-TA and
S-TA, applied to a two-sentence sample text. N-TA uses N = 2 (2-TA), while S-TA
operates at sentence level. For each strategy, the strings to be processed by the language
model –partitioned per token and including the masks– are represented. Notice the lower
computational cost of 2-TA relative to S-TA due to the lower number of required model
predictions.

Employing either of these two strategies, the probability of all terms in the

16



original document O can be obtained. However, if the same approach is ap-
plied to the protected document P , where some terms may have been replaced
by privacy-preserving masks, the probabilities of these masks will probably
be overestimated, resulting in a TIC value that can be even higher than
the TIC of O. This is because privacy-preserving masks are typically non-
meaningful suppression tags (e.g., “***”) or abstract generalizations (e.g.,
NER classes names such as “PERSON” or “LOCATION”). From the point
of view of the language model, these terms are outliers and their assessment
would result in a too low probability (and, subsequent, too high IC). For
instance, because a language model trained on clear text does not expect
the word “PERSON” in the privacy-protected sentence “PERSON is an ac-
tor”, it will likely consider “PERSON” less probable than the original actor’s
name, thereby resulting in an inconsistent IC assessment.

To circumvent this issue, we consider privacy-preserving masks as non-
informative terms with a fixed probability of 1 (hence, zero IC). This assumes
that the masking operation applied to sensitive terms was suppression, which
is the most common strategy in the literature due to the difficulty of obtaining
suitable and utility-preserving generalizations to replace sensitive terms [61].
Due to this assumption, the useful terms in the protected document P can
be defined as a strict subset of the terms in the original document O, that is,
P contains the terms in O minus the protected ones. Consequently, we can
compute the TIC of P according to the probabilities of the term calculated
for O simply by subtracting the IC of the protected terms from TIC(O) to
get TIC(P ). Equation 7 formalizes this computation, where IsProtected(t)
is a binary function that returns 1 if the term t is protected and 0 otherwise.

TIC(P ) = TIC(O)−
∑
t∈P

IsProtected(t) · IC(t) (7)

By incorporating this calculus into Eq. 6, we obtain the following detailed
expression for TPI:

TPI(P,O) = 1−
∑

t∈P IsProtected(t) · IC(t)

TIC(O)
(8)

4. Experiments on utility evaluation

In the following, we report empirical results on the application of TPI
to several text anonymization methods on a common corpus of documents.
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To offer a broad coverage of methods, we considered a variety of approaches
as well as a reference manual anonymization. Finally, we also compare TPI
to the standard precision metric, and measure the correlation between the
utility assessment of both metrics and the practical utility of the anonymized
outcomes observed in a document clustering task.

As experimental data, we used the privacy-oriented dataset introduced
in [62]. It consists of 553 abstracts of short Wikipedia biographies, which
have been randomly chosen from the set of biographies presented in [63].
Wikipedia biographies are commonly used in the text anonymization liter-
ature as evaluation data, because their high density of (quasi-)identifying
terms makes them a challenging anonymization scenario [8, 32, 57, 64]. The
random sampling resulted in a wide variety of biography domains, ranging
from football players to World War II generals. This configures a more gen-
eral and larger corpus than most privacy evaluation datasets employed in
the literature, which are usually domain-specific (e.g., medical texts [19, 12,
26, 22]) and/or comparatively small [61]. The 553 abstracts have been man-
ually anonymized by several human annotators by following the guidelines
described in [62].

4.1. Anonymization methods

Most automated approaches to text anonymization use sequence labeling
to identify text spans belonging to predefined categories (named entities such
as names, locations or dates), which may lead to re-identification [12, 13,
14, 15, 16, 17, 18, 19, 20, 21, 22, 23, 24, 25, 26, 27]. These categories are
detected by handcrafted rules or machine learning, which define a named
entity recognition (NER) model. To anonymize text, detected entities are
removed or masked by replacing them with their corresponding category
label. We considered the following NER-based tools that have been employed
in the literature to anonymize texts [61, 8, 34]:

• Stanford NER [65]: offers three pre-trained NER models: NER3,
which is able to detect LOCATION, ORGANIZATION and PERSON
types; NER4, which detects LOCATION, ORGANIZATION, PER-
SON and MISC (miscellaneous) types; and NER7, which detects LO-
CATION, ORGANIZATION, PERSON, MONEY, PERCENT, DATE
and TIME.
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• spaCy NER1: we employed the en core web lg neural model trained
on the Ontonotes v5 corpus [66], which is capable of detecting named
entities of GPE (e.g., countries, cities), LOC (non-GPE locations such
as mountain ranges), ORG, PERSON, MONEY, DATE, PERCENT,
CARDINAL, TIME (times smaller than a day), EVENT (e.g., wars),
FAC (e.g., buildings), LANGUAGE, LAW (named documents made
into laws), NORP (nationalities or religious or political group), ORDI-
NAL, PRODUCT (e.g., vehicles), QUANTITY and WORK OF ART
(e.g., books titles, songs) types.

• Microsoft Presidio2: an anonymization-specific tool based on NER.
Among the diversity of entity types supported by Presidio, we en-
abled those corresponding to quasi-identifying information: LOCA-
TION, PERSON, NRP –person’s nationality, religious or political group–
and DATE TIME.

Once the tool and category types are fixed, NER-based approaches pro-
duce a fixed protected output, which cannot be tailored to specific privacy/u-
tility requirements due to the lack of privacy-oriented parameters.

In addition to NER-based approaches, a few methods have been pro-
posed in the privacy-preserving data publishing (PPDP) area. In contrast
to the former methods, they explicitly consider the notion of disclosure risk,
thereby not limiting the type of information that can act as quasi-identifier.
Moreover, as is the case for anonymization methods meant for structured
databases, they also allow to configure the desired balance between privacy
and utility via parameters. Although several methods exist, most of them
can hardly be applied in practice, because they either only focus on masking
(and assume that sensitive terms have been manually detected) [67, 68, 69],
or present scalability issues arising from their dependency on external re-
sources, such as web search engines [32, 70, 64]. As an exception to the
former, we picked up two recent and practical PPDP-based approaches that
can be directly applied to our experimental setting.

• Disclosure protection based on word embeddings [61]: This ap-
proach takes advantage of a word embedding model, such as Word2Vec
[71], to detect text spans that are semantically related to the individual

1https://spacy.io/api/entityrecognizer
2https://github.com/microsoft/presidio
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to be protected. The embedding model is unsupervisedly trained from
scratch by using the documents to be protected and, if that corpus is
small, by complementing it with an external related corpus. Because
word embeddings capture the semantic relationships between terms, it
is expected that the words closely related to the individual to be pro-
tected would have embeddings similar to the embedding of the individ-
ual’s name because both have a tendency to co-occur. Therefore, words
whose embeddings have a cosine similarity with the individual’s name
higher than a user-defined threshold are considered (quasi-)identifiers
and are subsequently masked. The similarity threshold t allows balanc-
ing privacy and utility according to the data holder’s priorities and risk
tolerance. In Section 4.5, three distinct values for this hyperparameter
are assessed: t = 0.5 (the median), along with t = 0.25 and t = 0.75,
which capture equidistant points on the similarity spectrum. For the
rest of the experiments, t = 0.5 is adopted as a neutral, intermedi-
ate default value, enabling an evaluation of the method’s performance
without specifically favoring privacy or utility. Although a meaning-
ful generalization-based approach relying on ontologies is proposed, in
order to ensure a fair comparison with the other considered methods
(all of them based on suppressions or abstract generalizations), here we
evaluate it as if sensitive terms were suppressed. In our experiments,
we trained the Word2Vec model by using the 553 biographies to be
protected and an external corpus of 19,000 Wikipedia biographies of
movie actors that was employed in the experiments of the original pa-
per. The public implementation of the method3 has been employed to
run the experiments. In the following, this method will be referred to
as Word2Vec.

• K-anonymity-based on knowledge graphs [62]: This method ex-
ploits a knowledge graph capturing the distribution of terms in a large
corpus (i.e., Wikidata4) to detect terms or text spans that appear in less
than k documents. According to this, the method enforces k-anonymity
[72] on the set of documents to be protected by incrementally suppress-
ing terms until no combination of terms is present in less than K doc-
uments. The masking can be carried out in a greedy manner, where

3https://github.com/fadiabdulf/automatic_text_anonymization
4https://www.wikidata.org/
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the least frequent term is masked first, or through a random approach,
where the next sensitive term to be masked is arbitrarily selected. The
greedy strategy is expected to result in a lower –but not necessarily
minimum– number of masked terms, which would contribute to better
retain utility. In the following, the two versions of this method will
be referred to as k-anonymity greedy and k-anonymity random. Since
the authors of this paper also proposed the dataset we employ in our
experiments, we used their results (obtained with a privacy parameter
of k = 5) ’as is’.

In addition to the automatic methods listed above, we also consider the
manual anonymization conducted in [62]. These annotations are available in
the paper’s repository5. The annotation process was performed as follows.
First, the annotators found terms disclosing personal information, and sec-
ondly, they decided which of those terms ought to be masked to conceal the
identity of the individual in the biography. This process followed carefully
designed guidelines, similar to those used in [34]. For the first step, NER-like
pre-annotations obtained with spaCy were provided, but annotators were in-
structed to use them only as a starting point and make corrections as needed.
They were also responsible for assigning a semantic category to the spotted
terms (e.g., person, location, organization). In the second step, annotators
had to classify the detected text spans into direct identifiers, quasi-identifiers
or non-identifiers, the latter being left in clear. Finally, the detected (quasi-
)identifiers were replaced by their semantic category, as usually done in NER-
based anonymization. The documents were annotated by 5 annotators (four
undergraduate law students and one NLP researcher) using the TagTog tool6.
In addition to assessing the utility resulting from these manual annotations,
we also used them as ground truth for computing the precision and recall
metrics of the methods described above.

4.2. Results

We next report on the results of the application of TPI to the above-
described methods. The calculation of TIC of both original and anonymized
documents is implemented as described in Section 3 (Eq. 8), including the
chunking preprocessing (using spaCy’s noun chunks) and the S-TA and N-TA

5https://github.com/anthipapa/bootstrapping-anonymization
6https://docs.tagtog.com/

21

https://github.com/anthipapa/bootstrapping-anonymization
https://docs.tagtog.com/


Table 1: Summary of anonymization methods categorized into NER-based, PPDP-
oriented, and manual approaches. The right column specifies the target entity categories
for NER models, configuration parameters for PPDP techniques, and the manual annota-
tion setup.

Method Categories/Parameters

Standord NER3 LOCATION, ORGANIZATION, PERSON
Standord NER4 LOCATION, ORGANIZATION, PERSON,

MISC
Standord NER7 LOCATION, ORGANIZATION, PERSON,

MONEY, PERCENT, DATE, TIME
spaCy NER GPE, LOC, ORG, PERSON, MONEY,

DATE, PERCENT, CARDINAL, TIME,
EVENT, FAC, LANGUAGE, LAW, NORP,
ORDINAL, PRODUCT, QUANTITY,
WORK OF ART LOC, ORG, PERSON,
DATE, CARDINAL, EVENT, GPE, FAC,
LANGUAGE, LAW, MONEY, NORP, OR-
DINAL, PERCENT, PRODUCT, TIME,
QUANTITY, WORK OF ART

Microsoft Presidio LOCATION, PERSON, NRP, DATE TIME

Word2Vec t = 0.5 as cosine similarity threshold
k-anonymity Greedy k = 5 with a greedy suppression strategy
k-anonymity Random k = 5 with a random suppression strategy

Manual annotation 5 annotators; guidelines from [34]; spaCy-
based pre-annotations

strategies. Unless otherwise stated, TPI is based on S-TA strategy because,
as we will discuss later, it is able to provide the most accurate TIC assess-
ment. Term probabilities were obtained using the BERT language model
[45] with its standard pre-training for MLM on Wikipedia and the BookCor-
pus [73]. TPI calculation was performed on the cloud-powered IDE Google
Colaboratory7. All experiments were executed in a stable environment con-
sisting of an Intel Xeon CPU, 12GB of RAM and an Nvidia Tesla T4 GPU

7https://colab.research.google.com/
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with 16GB of VRAM. This hardware is more than enough for the utility
assessment of the 553 documents because no (costly) training process is in-
volved.

Figure 2 reports the TPI values for the different anonymization meth-
ods and compares them with the standard precision metric. The error bars
correspond to the standard deviation for each metric and method in all the
documents. The average column represents the mean of all automatic meth-
ods (i.e., it does not consider manual anonymization).

Figure 2: TPI and precision across anonymization methods. Blue bars indicate precision,
while red bars represent TPI using the S-TA context masking strategy. Variability bars
show the standard deviation among documents. The “Average” bar aggregates perfor-
mance across all methods (excluding manual annotations, which are the ground truth for
precision). Higher values are better.

The results show that TPI is highly correlated with precision. Concretely,
for automatic anonymization methods (it does not make sense to consider
the manual anonymization since its precision will always be 100%), their
Pearson coefficient is r = 0.923. This correlation establishes TPI as a ro-
bust method for assessing preserved utility without requiring costly human
annotations. The fact that precision values are deterministically higher than
those of TPI is consistent with the claim made in Section 3.1: while the
upper bound for precision represents a perfect agreement between automatic
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and manual anonymizations, for TPI it means that the utility of the original
document has been perfectly preserved or, in other words, that the document
has not been modified. Therefore, TPI provides a clearer view on the (loss
of) utility caused by anonymization, which does not depend on the criteria
of human annotators. Moreover, per method standard deviations (indicated
by the error bars in the figure) are generally lower for TPI than for precision.
This suggests that TPI provides a more consistent assessment that is less
document-dependent. On the other hand, the deviation of the average is
significantly larger for TPI, which means that TPI better differentiates the
behavior of the different methods. This is especially noticeable when com-
paring NER-based methods against PPDP ones: whereas precision tends to
produce less differentiated results among them, TPI shows larger differences,
which are expected given the distinct principles in which they rely.

Another advantage of TPI is the possibility of measuring the utility pre-
served by manual anonymizations. In particular, the TPI value for a hu-
man anonymization can be considered as a reference for automatic meth-
ods. Consequently, any method with a TPI higher than that of the manual
anonymization, as was the case for all the NER-based methods, can be re-
garded as privacy-lacking. This is because this excess of TPI would come
from non-masked (quasi-)identifying terms.

Regarding PPDP methods, the lowest TPI corresponded to the Word2Vec
approach, which can be at least partially argued by the fact that it evaluates
and masks (quasi-)identifiers individually. This means that any term above
the similarity threshold will be masked. In contrast, the k-anonymity-based
approach tries to minimize the amount of masked terms by breaking, via
term suppression, non-k-anonymous combinations of terms. This means that
not all potential quasi-identifiers will be masked but just those required to
enforce k-anonymity. Moreover, as intuitively introduced above, the greedy
approach has proven to be more successful in preserving utility than the
random technique.

4.3. Task-oriented utility evaluation

The following experiment tries to answer the question: which metric cap-
tures best the practical utility of the anonymized outputs?

In order to have an empirical reference for the practical utility of the
anonymized documents, we applied them on a fundamental NLP task: docu-
ment clustering. We selected this task because it is unsupervised (therefore,
it is not dependent on task-tailored models or human criteria), and because
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all the documents’ contents are leveraged during clustering. Specifically,
we considered the clusters obtained from the original documents as a refer-
ence. Then, we repeated the same process on the anonymized documents
produced by the different methods and compared the obtained clusters with
the reference. The similarity between both clusterizations, i.e., original vs.
anonymized with a concrete method, will give us an indication of the prac-
tical utility that the method was able to preserve. We used the well-known
normalized mutual information (NMI) [74] as a similarity metric, which pro-
duces values in the [0..1] range.

The clustering method that we used was inspired by the approach pre-
sented in [75]. First, a BERT-based feature extraction was performed, which
produces embeddings for all the document’s tokens. Averaging them, we
can obtain the document embedding. In the case of anonymized texts, the
embeddings of masked text spans (being many of them very general or even
meaningless deletion masks) were excluded from the averaging. Subsequently,
the document embeddings were clustered with the K-means++ algorithm [76]
with K = 4. This parameter was determined by evaluating a range of cluster
counts (i.e., K ∈ {2, 4, 8, 16, 32}) on the original documents, selecting the
value that yielded the highest silhouette score [77]. Additionally, to mini-
mize the effect of the random seeds, the clustering of each set of documents
was repeated 50 times and the results that minimized inertia were selected.

To calculate the NMI for each method, the clustering and evaluation
processes were repeated 5 times, and the average NMI was reported. As a
result, each clustering was performed 250 (= 50 ·5) times, so that the impact
of the random seeds is minimized even more.

Figure 3 plots the correlation between the resulting cluster similarity
(NMI) for the different anonymization methods and precision and TPI.

The empirical utility (NMI) presents a very strong positive correlation
with the respective TPI of each method (r = 0.921), which is significantly
higher than the correlation observed for precision (r = 0.756). The p-value
for both correlations is below 0.05, which means that the difference observed
is statistically significant. These results provide evidence to support the
assertion that TPI provides a more accurate characterization of documents’
utility than precision.

4.4. Comparing context masking strategies

The next experiments are designed to evaluate the influence of the context
masking strategies discussed in Section 3.2. This is equivalent to measuring

25



(a) (b)

Figure 3: Correlation between practical utility based on NMI cluster similarity and (a)
Precision and (b) TPI S-TA, for automatic anonymization methods. Each scatter plot dis-
plays Pearsons r alongside a dashed trend line illustrating the linear relationship between
metrics.

the effect of changing the context used by the language model to predict
terms, which directly influences the calculation of TIC and TPI.

Figure 4 compares TPI values with the S-TA masking strategy (sentence-
level context) with those obtained using N-TA with N = [2, 4, 6], where N
defines the length of the context; for example, 2-TA masks one term of every
two, while 4-TA masks one term of every four. We employ N up to 6 since
it roughly corresponds to 1/6 = 16,Û6% term masking, which is similar to
the 15% token masking used for MLM pre-training of BERT [45]. In fact,
we did not observe substantial differences using N > 6, which will result
in a lower masking ratio and in a larger (but unexploited) context. On the
other hand, S-TA is assumed to provide the most consistent results, due to
working at a sentence-level (that is, the usually most useful context) and
masking sentence’s terms one by one.

We can observe that increasing N for the N-TA strategy approximates
TPI’s results to those obtained with S-TA. In particular, as can be observed
in the average column, values with 2-TA overestimate the S-TA values by
an average of 8%, while 6-TA reduces this overestimation to an average of
2%. The fact that TPI values decrease inversely proportional to the context
length can be argued by the fact that larger contexts enable a more accurate
characterization of the TIC of terms, being the most informative ones those
that have been subjected to protection.

Finally, in Table 2, we report the runtime of the TIC calculation (the dom-
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Figure 4: Impact of context masking on TPI measurements for the every anonymization
method. This chart contrasts the S-TA strategy with multiple N-TA strategies (N ∈
{2, 4, 6}). The “Average” bar aggregates values across anonymization approaches. Higher
values are better.

inant computational cost of TPI) for the different context masking strategies.
Notice that the runtime with S-TA is around 10 times greater than with 6-
TA. Nevertheless, Figure 4 shows that 6-TA provides very similar results to
S-TA. This is in line with the reasoning made in Section 3.2, which postulates
N-TA as a lower-cost technique that approximates the results of S-TA.

Notably, the runtime for TIC is on the order of minutes, which is negligible
compared to the cost of generating the manual annotations needed for the
standard precision metric. The latter generally requires several hours of
human labor, as evidenced by the 800 hours devoted to the annotation of the
TAB dataset [34]. The economic cost is also significantly reduced because the
salaries of human annotators can be replaced by the substantially lower cost
of computational resources. In summary, the unsupervised nature of TPI
brings significant savings compared to the standard human-based evaluation
and renders it far more practical.
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Table 2: TIC calculation runtime (the dominant computational cost of TPI assessment)
using S-TA and multiple N-TA (N ∈ {2, 4, 6}) context masking strategies for the original
(non-protected) documents. Lower values are better.

Context masking strategy Runtime

2-TA 39”
4-TA 61”
6-TA 65”
S-TA 10’ 21”

4.5. Sensitivity analysis

In this section, we analyze the sensitivity of our metric and of the standard
precision to different anonymization intensities. For the NER-based methods,
we simulated varying protection levels by randomly ablating the generated
maskings, as these methods lack configurable parameters. Specifically, we
applied two ablation levels retaining 75% and 50% of the maskings produced
by St. NER4. A lower retention percentage corresponds to higher expected
utility, with the 50% setting preserving half of the maskings of the baseline
approach. The ablation process ensures that the 75% configuration is a
superset of the 50% configuration.

For the PPDP-oriented method, we experimented with the similarity
threshold t of the Word2Vec-based approach. Note that decreasing this pa-
rameter results in more terms being masked (i.e., lower utility), because the
similarity-based filter becomes less restrictive. The set of terms masked at a
given threshold always encompasses those masked at a lower, more restrictive
threshold. In this experiment, we evaluate three threshold values (t = 0.25,
t = 0.5, and t = 0.75) to assess performance in the [0..1] similarity range.

Figure 5 shows that TPI exhibits a clear sensitivity advantage over pre-
cision: while TPI effectively captures the expected changes in utility with
respect to different anonymization intensities, precision remains largely un-
affected. This behavior can be attributed to the formulation of precision in
Eq. 3, which normalizes the count of correct maskings (i.e., #TruePositives)
by the total number of maskings performed by the evaluated method (i.e.,
#TruePositives + #FalsePositives). Consequently, precision remains in-
variant to the masking count, focusing exclusively on the alignment with
ground truth: it assesses the qualitative consistency of the masking set as a
(any-size) subset of manual annotations. Because the underlying selection
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Figure 5: Comparison between TPI S-TA (red) and precision (blue) across varying pro-
tection levels for both St. NER4 and Word2Vec with varying parameters. For St. NER4,
we applied ablation at 50% and 75% masking preservation, with lower percentages re-
sulting in fewer maskings. For PPDP, we varied the Word2Vec similarity threshold
(t ∈ {0.25, 0.5, 0.75}), where a lower threshold increases the number of masked terms.

logic is consistent across the different protection levels considered, the ratio
of correct to total maskings stays constant in front of the absolute volume
of suppressed terms. This inherent scalar invariance makes precision insen-
sitive to the quantitative changes in utility that correspond to adjustments
in anonymization intensity.

5. Evaluation of text anonymization methods

In this section, we leverage the results obtained through our utility metric
and the TRIR privacy metric we presented in [35], in order to offer a compre-
hensive evaluation of the anonymization methods introduced in the previous
section. We utilize the implementation available at https://github.com/
BenetManzanaresSalor/TAE. As discussed in Section 2.2, both metrics share
similar working principles: they are able to assess anonymized documents
without relying on manual annotations, they try to measure, respectively,
the actual utility and privacy retained/achieved in the anonymized outcomes,
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and they provide results within the [0..1] range, so that their magnitudes are
comparable and integrable. In particular, by aggregating both metrics, we
are able to quantify the privacy/utility balance achieved by anonymization
methods and, therefore, measure and compare their global performance. Fi-
nally, we also compare the figures produced by our metrics with precision
and recall.

5.1. Privacy assessment

As introduced in Section 2.2, the TRIR privacy metric estimates the resid-
ual re-identification risk of a set of anonymized documents according to the
success of a re-identification attack applied to those documents. The attack
employs a classifier trained on (raw/non-annotated) publicly available iden-
tified sources describing features of the individuals referred in the protected
documents. Those public sources constitute the background knowledge that
potential attackers may leverage to perform re-identifications.

Following the experimental setting described in [35], we employed the
(identified) bodies of the Wikipedia biographies considered so far as back-
ground knowledge to train the classifier, and applied the latter to re-identify
the abstracts of the same articles protected with the different anonymization
methods. In addition, we also measured the baseline re-identifiability of the
articles by applying the same classifier on the original unprotected abstracts.
To obtain the article bodies, which were not available in the original evalua-
tion dataset [62], we scraped the Wikipedia. We observed that around 8% of
the biographies lacked a body section, consisting only of an abstract with no
references. This was expected since the dataset included several short articles
corresponding to less well-known individuals. Therefore, the re-identification
accuracy is capped at 92% for all methods.

In Figure 6 we report, in percentage, the TRIR-based privacy protection
assessment as the inverse of the TRIR-based re-identification risk, that is,
100−TRIR. For reference, we also report the recall –which is standardly used
to measure privacy– computed with respect to the manual anonymization.
Consequently, the recall for the original unmasked documents is 0%, while
that for the manually anonymized ones is 100%. Note also that, whereas
recall represents the agreement between automatic methods and manual an-
notations, TRIR estimates the residual disclosure risk. This is in line with
the argument stated in Section 3.1 when comparing precision and TPI.

Focusing on TRIR, as expected, the worse protection (i.e., highest TRIR)
corresponds to the original documents. However, it is quite above the mini-
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Figure 6: Privacy protection across anonymization methods according to recall (blue) and
the complement of TRIR, expressed as 100-TRIR (red). Higher values indicate stronger
protection.

mum theoretical privacy level that, according to the discussion above, would
be 100 − 92 = 8%. This could be attributed to the large number of indi-
viduals to be re-identified, which poses a significant challenge for the (highly
dimensional multi-class) classifier. Moreover, many of the bodies used as
background knowledge were brief, therefore limiting the training data avail-
able for re-identifying the corresponding individuals.

Examining NER-based methods, we see that most of them barely improve
the baseline TRIR level, with the best results obtained by Stanford’s NER4
model. This aligns with the criticisms raised in [8, 78], which argue that,
because the use of NER models restricts the types of entities masked, the kind
of protection offered is more akin to de-identification than to anonymization.
In this sense, St. NER4 model provides the best results among NER-based
methods because it incorporates a MISC category that encompasses a larger
variety of (quasi-)identifiers than the other models’ categories. Moreover,
NER-based methods offer a fixed protection, that is, all detected entities are
systematically masked, whereas undetected ones are left in clear. As a result,
it is not possible to configure the trade-off between utility and privacy, as
it is common in sound anonymization methods [6]. This implies that the
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level of privacy attained is the best they can get, and no parameters can be
configured to, e.g., prioritize privacy over utility.

Furthermore, according to TRIR, the manual annotations attained a pri-
vacy level as low as the best NER-based method. This is far from optimal
protection, with re-identification probability significantly exceeding the ran-
dom guess baseline (i.e., 39% vs 0.18%). Given that these annotations were
produced by multiple annotators following meticulously designed guidelines,
and considering that risks exceeding random guess levels were observed in
other datasets [35, 79], this suggests inherent limitations in human-based
approaches. Contrary to typical natural language processing tasks, where
manual annotations are often regarded as the ground truth, text anonymiza-
tion may require additional skills beyond linguistic comprehension. These
skills include recalling combinations of quasi-identifiers and assessing their
uniqueness, areas where humans may lack proficiency. This raises critical
concerns about the reliability of manual annotations as ground truth. A
suboptimal reference not only undermines the validity of precision and recall
as evaluation metrics, but also leads to an unfair evaluation of more privacy-
resilient methods (Word2Vec and k-anonymity-based ones, in this case). In
this specific case, a potential issue is the over-reliance of these annotations on
privacy-deficient NER-based pre-annotations. This NER-bias can be seen in
the significant divergence between TRIR and recall for the spaCy tool, which
does not occur for the other NER models; note that a similar phenomenon,
although not as noticeable, can be seen for TPI vs. precision in Figure 2.
Because pre-annotations were actually done with spaCy, it makes sense that
the results of that tool better match with the manual annotations that relied
(apparently too much) on them, therefore resulting in a high recall. On the
other hand, the recall of other NER models with similar or even better levels
of TRIR-based privacy was much lower. Consequently, by using this manual
anonymization as ground truth, we are giving an unfair advantage to spaCy
and, by extension, to similar (NER-based) methods.

On the other hand, PPDP methods yielded the best privacy figures (that
is, the lowest TRIR, albeit still higher than the random guess, which is
0.18% for this dataset). This can be attributed, at least in part, to the
fact that they characterize and anonymize the corpus as a whole, instead
of treating documents (and terms) in isolation as NER-based methods do.
This facilitates the detection of the rarest (combinations of) of terms, which
are usually the ones that entail more risk. Moreover, on the contrary to
NER-based approaches, PPDP methods provide parameters (i.e., k for the
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k-anonymity-based approaches and the similarity threshold for Word2Vec),
which allow configuring the level of privacy protection –and, inversely, utility
preservation– according to the user needs.

With the parameters used, the best TRIR was obtained by the k-anonymity
random method, although it was less than 1% better than its greedy coun-
terpart. However, this comes at the expense of a lower utility, as reported
in Figure 2, which therefore results in the greedy method having a better
privacy/utility trade-off. The Word2Vec-based approach is the closest, but
with significantly worse utility (see Figure 2). The better performance of
the k-anonymity-based methods can be explained by the high quality statis-
tics provided by the knowledge graph on which they are based. From this
graph, created by counting the number of appearances of Wiki-tagged en-
tities, it is possible to accurately compute the number of appearances (i.e.,
the k-anonymity level) of terms and term combinations at the Wikipedia
level. However, extending this knowledge graph to other domains can be
costly. On the other hand, the Word2Vec model relies on lower quality data
(i.e., a comparatively small collection of non-annotated documents), which
are easier to compile and require neither preprocessing nor tagging.

5.2. F-scores

Precision and recall can be aggregated to compute F-scores that, in the
context of text anonymization, account for the balance between privacy and
utility. Being our metrics viable alternatives to precision and recall, and pro-
viding both of them values normalized within the [0..1] range, we can also
compute F-scores based on TPI and TRIR. In this section, we report the
standard F1-score, and the more privacy-oriented F2-score, for both preci-
sion and recall, and our metrics. The F2-score, which doubles the weight of
the privacy metric, is motivated by the fact that achieving a strong privacy
protection is usually a priority when releasing sensitive data, and it is the
preferred score of several authors [80, 81].

The F1 and F2-scores are calculated as instantiations of Fβ (Eq. 9). No-
tice that, as we have done in Section 5.1, privacy has been computed as
(1 − TRIR) to be properly aggregated with utility (TPI). Figures 7 and 8
report, respectively, the F1 and F2-scores resulting from our metrics and from
precision and recall.

Fβ = (1 + β2) · Utility · Privacy

(β2 · Utility) + Privacy
(9)
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Figure 7: Comparison of F1-scores across anonymization methods, aggregating utility and
privacy metrics. The chart contrasts traditional precision-recall-based F1 (blue) with TPI-
TRIR-based F1 (red). Higher values are better.

Figure 8: Comparison of F2-scores across anonymization methods, aggregating utility and
privacy metrics while prioritizing the latter. The chart contrasts traditional precision-
recall-based F2 (blue) with TPI-TRIR-based F2 (red). Higher values are better.
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We can see that the relative ranking of automatic methods obtained
by sorting them via their F1 and F2-scores differ for each pair of metrics.
Considering that our utility assessment is highly correlated with precision
(r = 0.923 for the automatic methods, as discussed in Section 4.2), the
divergences mainly come from the privacy evaluation (r = 0.8 for the au-
tomatic methods’ results reported in Figure 6). In this respect, in Section
5.1 we observed that the manual annotations were privacy lacking, thereby
rendering metrics relying on them as ground truth unreliable. Moreover,
they were also biased by the spaCy-based pre-annotations, which resulted in
an unfair advantage for that tool. This can be clearly seen by the (almost)
maximum (precision,recall)-based F-scores obtained by spaCy, with figures
that are significantly higher than for other NER-based methods, and which
significantly diverge from the (TPI,TRIR)-based F-scores.

Focusing on our metrics, we can see that, whereas the F1-score gives the
edge to the NER4 model, the F2-score ranks PPDP methods first. Given that
TPI produces significantly smaller values than precision (as discussed in Sec-
tion 4.2), whereas TRIR’s distribution is in line with recall’s (as shown in Sec-
tion 5.1), the F2-score provides a more even aggregation of our metrics’ scales.
This is consistent with the individual privacy and utility figures reported in
the previous sections. In fact, the correlation between the (TPI,TRIR) and
(precision,recall) F2 scores is r = 0.73, which corresponds to the result of
multiplying the correlations between precision and TPI (r = 0.923), and
recall and TRIR (r = 0.8). Therefore, the F2-score, which should be pre-
ferred in privacy-oriented applications [80, 81], should also be preferred for
our metrics.

6. Conclusions

We have proposed the first unsupervised utility evaluation metric for text
anonymization. Compared to the widely employed precision, TPI provides an
alternative that does not require costly and error-prone manual annotations.
Experiments depict a strong correlation between TPI and precision, making
TPI a viable unsupervised alternative to the latter. Furthermore, our task-
oriented evaluation suggests that TPI better captures the practical utility
retained by the anonymized outcomes.

Together with our previous privacy metric [35], TPI defines a complete
evaluation framework that is free from the issues that arise when employing
precision, recall and manual annotations to evaluate anonymization meth-
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ods. The suitability of our metrics is illustrated through the comprehensive
evaluation of a variety of text anonymization methods reported in Section
5. The reported results provide empirical evidence for the criticisms raised
in [8, 61] on the drawbacks of using NER methods for text anonymization.
Moreover, they also show that privacy-oriented methods [71, 62] produce
more robust anonymizations, whereas manual anonymization may be ham-
pered by inaccuracies and bias and may introduce compromises when used
as ground truth.

As future work, we plan to use text similarity metrics to accurately es-
timate utility when generalizations (rather than suppressions) are used as
privacy-preserving masks. This would provide a more accurate utility as-
sessment for the (very few) text anonymization methods that mask terms
through meaningful generalizations [61]. The idea is to employ the similarity
between each generalization and the original text span to weight the loss of
information resulting from each masking.

Another future research direction is to investigate the impact of utiliz-
ing other language models for probability (and subsequently IC) estimation.
TPI is fundamentally model-agnostic, and can accommodate any model that
assigns probabilities to terms as long as those probabilities are derived from
the same model across the entire corpus, in order to ensure consistency in nu-
merical scale and distribution. Nevertheless, a compelling research question
emerges regarding the use of large language models (LLMs) [82, 83]: these
models are generally trained for causal language modeling, predicting the
next token based solely on preceding context. This contrasts with models
trained for masked language modeling, such as BERT [45], which consider
both preceding and succeeding context. Consequently, the proposed context
masking strategies (i.e., S-TA and N-TA) are not applicable, and thus a new
solution should be envisaged. An intuitive solution could involve incremental
probability estimation, that is, processing terms sequentially. However, this
introduces a potential positional bias, where a term’s predictability may be
more reflective of its index in the text (and thus the available context) than
its semantic value. Addressing these challenges is essential to fully harness
the potential of LLMs for TPI calculation.

Finally, our metric can also be leveraged to guide the masking of the
potential quasi-identifiers detected during the anonymization process. The
idea is to use the estimated IC of the potential quasi-identifiers to select
the masking combination that minimizes the information loss at a document
level.
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